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TensorRT Overview

(Image: Nvidia)

I Optimize for different target architectures
I Support all major Deep Learning frameworks and standards
I Run deep neural networks independently

(i.e. outside the training framework)



TensorRT Overview

(Image: Nvidia)

I Two phases:
1. TensorRT Optimizer: Optimize for target

architecture/GPU
2. TensorRT Runtime Engine: Execute on target GPU

I C++ and Python APIs
I Optimize execution and memory usage
I Quantize the neurons



TensorRT Overview
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TensorRT Overview
I Supports all important deep learning frameworks

(Image: Nvidia)

I Support of Open Neural Network Exchange ( ONNX ) format

I

Tensorflow integration for more efficient inference

I

Also MATLAB is supported via GPU Coder

https://onnx.ai/


Optimizaitons and Performance

I Weight & Activation Precision Calibration:
Maximizes throughput by quantizing models to INT8/FP8 while preserving accuracy

I Layer & Tensor Fusion:
Optimizes use of GPU memory and bandwidth by fusing nodes in a kernel

I Kernel Auto-Tuning:
Selects best data layers and algorithms based on target GPU platform



Optimizaitons and Performance - cont’d

I Dynamic Tensor Memory:
Minimizes memory footprint and re-uses memory for tensors efficiently

I Multi-Stream Execution:
Scalable design to process multiple input streams in parallel



Layer & Tensor Fusion
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Layer & Tensor Fusion
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TensorRT Inference Server

(Image: Nvidia)

I Optimized inference as microservice
I As Docker container available on the

Nvidia GPU Cloud NGC

I Or as open source on Github

https://ngc.nvidia.com/catalog/containers/nvidia/Ftensorrtserver
https://github.com/NVIDIA/tensorrt-inference-server


TensorRT Inference Server - cont’d

I Maximizes utilization by enabling inference for multiple models on one or more GPUs
I Supports all popular AI frameworks
I Supports audio streaming inputs
I Dynamically batches requests to increase throughput
I Provides latency and health metrics for auto scaling and load balancing



TensorRT Workflow
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TensorRT Workflow - cont’d

(Image: Nvidia)

I Import model (e.g. from ONNX)
I Parse model using C++/Python API
I Serialize network
I Execute in TensorRT engine



TensorRT Workflow - Example
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Questions

Q&A



IT4Innovations National Supercomputing Center
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